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Publication date

Explosion in the size of deep learning models.
Source: [Samborska, 2025]
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Objective

e Main goal: Quantize the weights of a neural network
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Objective

e Main goal: Quantize the weights of a neural network
o Naive approach: Map each weight to its nearest neighbor in the

quantization set
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Objective

e Main goal: Quantize the weights of a neural network

o Naive approach: Map each weight to its nearest neighbor in the
quantization set

@ Opportunity: Take into account the rescaling invariance property of
ReLU neural networks [Neyshabur et al., 2015]
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Objective

e Main goal: Quantize the weights of a neural network
o Naive approach: Map each weight to its nearest neighbor in the

quantization set
@ Opportunity: Take into account the rescaling invariance property of

ReLU neural networks [Neyshabur et al., 2015]
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What is the rescaling invariance property?

e 0= (u,v) e R™t"
e fy:x €R™+— ReLU({u,x))v € R"
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What is the rescaling invariance property?

e 0= (u,v) € R™"
o fp:x €R™— ReLU((\u,z))jv € R with A >0
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Outline

too many 1's

03050
DAV TAN
© o S
QEATATAD
O
02020,

S



Outline

too many 1's

03050
DAV TAN
© o S
QEATATAD
O
02020,

€]

A 1
P @ " @)

(

S



Outline

)| too many 1's
. a y ] non-linearity
Ve
e w N b
CRCEREIRC ReLU fo(w)

{00080 N

(/ ",

& 0,‘\ o

OV AV AW/
02020

S



Outline

X] too many 1's
. o y D] non-linearity
NYANY
= 7670100 W N b
© Vomam e > - . )

Q e
AP )

S



Outline

too many 1's

0%0%0 non-linearity g%tcl)r:i]ﬁl an}:Jantlzatlon
R BYBIONG w N b 1
s " N, fole) — Ay—v

'Proved by Gribonval et al. [2023]
STOP 5/18



Outline

A/

too many A's _ o
/ non-linearity Optlmal q:Jantlzatuon
Qﬂg\./x\\ algorithm
QLT
05&’!’3(‘1 ZKL XX » = ReL.U
R PO )

oD
% X
Oy 304&0 ST Jo(@) —ppr /h/thT
A
O w,

'Proved by Gribonval et al. [2023]

S



Outline

too many 1's

03050
OANANY
DVDVENG

optimal quantization

non-linearity algorithm1

|

1y

A AwAw
OO X

'Proved by Gribonval et al. [2023]

M. Chaumette

fo(x) > //lu—vT
A

’
.
.
.

e UAVANT

7 optimal quantization
algorlthm1
(with a special structure)

STOP 5/18



Outline
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Quantization of rank-r matrices

VA € GL,(R), (XAT) (YA ™")'
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Problem statement

o [F;: set of floating-point numbers with t-bit significand
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Problem statement

o [F;: set of floating-point numbers with t-bit significand

Problem formulation

Given (X,Y) € R™*" x R"*", we want to solve:

X* V"€  argmin
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XyT - XV H — @05, 1)
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Problem statement

o [F;: set of floating-point numbers with t-bit significand

Problem formulation

Given (X,Y) € R™*" x R"*", we want to solve:

“ “ A 2 A
X*¥*e  argmin XYT—XYTH — @05, 1)

XEF;’YLXT"Y/EF;LXT‘

Potential approaches

Error

® Naive (RTN)

Brute-force
LR
»Cost
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Problem statement

o [F;: set of floating-point numbers with t-bit significand

Problem formulation

Given (X,Y) € R™*" x R"*", we want to solve:

X* V"€  argmin

T voTl? o0
XyT - XV H — @05, 1)
XEF;’YLXT"Y/EF;LXT‘

Potential approaches

Error
® Naive (RTN)
Brute-force
L > Cost
Ours ~
(with rescaling-invariance)
v,
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Problem resolution (for r > 1)

First lemma: reduction of the error

Given (z,y) € R™ x R"™, consider any (,7) € F}* x F}:
Cry(Z,79) > Cypy(d',9) V&' = round(\z)

where

@ )\ is a simple function of 7 and y

e round := arg ming|

- —
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Problem resolution (for r > 1)

First lemma: reduction of the error
Given (X,Y) € R™*" x R™", consider any (X,Y) € FI"X" x FpX":

CX7y(X, Y) > vay(X/, ?) VX/ = roundf,Ty(XAT)
where

e A is a simple function of ¥ and YV

) roundYTY = argminaH' - {‘HYTY'
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Problem resolution (for r > 1)

First lemma: reduction of the error
Given (X,Y) € R™*" x R™", consider any (X,Y) € FI"X" x FpX":

CX7y(X, }A/) > vay(X/, ?) VX/ = roundf,Ty(XAT)
where

e A is a simple function of ¥ and YV

) roundYTY = argminaH' - {‘HYTY'

/\ Minimizing a Mahalanobis norm is NP-hard [Ajtai, 1998].
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Proposed heuristics for the problem

Heuristic 1: r optimal rank-one quantizations

We write
,
[XYT —XVT 2= Zﬂxlyz—r — 21 " ||* + Cross Terms
i=1

— Neglect the cross terms and apply r times the rank-one quantization
algorithm.

T



Proposed heuristics for the problem

Heuristic 1: r optimal rank-one quantizations

We write
,
[XYT —XVT 2= ZH@yZT — 21 " ||* + Cross Terms
i=1

— Neglect the cross terms and apply r times the rank-one quantization
algorithm.

Heuristic 2: greedy rank-one quantization
@ We define Ry := XY T
Q Fori=1,..,r:
® i,,7; € argmin||R; — z;y; ' ||? via truncated SVD

@ i;,7; € argmin||Z;7; | — #,7; " ||* via rank-one quantization algorithm
© Update Ri1 :=R; — &7); |

| A\
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Comparison with the baseline

Metric definition:

p(i,9) = llay" =297 ||/llay "]

Accuracy Gain := 100 - <1 _r )
Prtn

Experimental setup: We generate 100 pairs (X,Y) with m =n = 64
and t = 4.

@ Each matrix X and Y is generated from a normal distribution.
o XYT =Udiag(oy,...,0,)V " with U,V orthogonal and o; ~ &(1).

srep LD



Comparison with the baseline

distribution: Normal

distribution: Exponentially decaying
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— Heuristic 2 is more accurate than heuristic 1 and RTN, especially when the
rank increases and the singular values of XY T are exponentially decreasing.
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Application to DCT quantization
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What's the DCT?

Discrete Cosine Transform (DCT)

The DCT transforms a signal into a sum of cosine functions. It is widely
used in image compression, e.g., JPEG.
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What's the DCT?

Discrete Cosine Transform (DCT)

The DCT transforms a signal into a sum of cosine functions. It is widely
used in image compression, e.g., JPEG.

According to Makhoul [1980], the DCT, C),, can be expressed in terms of
the Fourier matrix, F,, and a permutation matrix, P:

Cy = Re(F,) P
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What's the DCT?

Discrete Cosine Transform (DCT)

The DCT transforms a signal into a sum of cosine functions. It is widely
used in image compression, e.g., JPEG.

According to Makhoul [1980], the DCT, C),, can be expressed in terms of
the Fourier matrix, F,, and a permutation matrix, P:

Cp, = Re(F,)P

F,, admits a butterfly factorization [Cooley and Tukey, 1965].
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Does the DCT admit a butterfly factorization?

Therefore, we get
Cn = Re(31 te BL>P,P
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Does the DCT admit a butterfly factorization?

Therefore, we get
Cn = Re(31 te BL)P,P

However, there are two issues:
@ the factors are complex-valued
@ due to Re(+), the DCT is a sum of two butterfly factorizations
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Does the DCT admit a butterfly factorization?

Therefore, we get

Cn = Re(B1 ce BL>P,P

However, there are two issues:
@ the factors are complex-valued

@ due to Re(+), the DCT is a sum of two butterfly factorizations

— Fortunately, we prove that if a matrix A admits a buterfly factorization,
then Re(A) also admits a butterfly factorization but different factors:

Re(A):Kl---KL

e LD



Quantization of Butterfly factors

If L =2: we have

K> [1\ g7 Kall,:]"

KKy =Y K[, I|Ky[5, 1)7

== ! E i r
where the K1[:, I]K2[:, I]T have . .

disjoint support.

I :={1,3}, I, := {2}
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Quantization of Butterfly factors

If L =2: we have

Ko[ly,:)" Ko[lp,]"

KKy =Y K[, I|Ky[5, 1)7

-l
W==0E
where the K1[:, I]K2[:, I]T have
K, 1) Ki[:, 1)

.. Ky K[
disjoint support.

I :={1,3}, I, := {2}

— We can apply the rank-r quantization algorithm to each rank-I matrix.
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Quantization of Butterfly factors

If L =2: we have

Ko[ly,:)" Ko[lp,]"

KKy =Y K[, I|Ky[5, 1)7

-l
W==0E
where the K1[:, I]K2[:, I]T have
K, 1) Ki[:, 1)

.. Ky K[
disjoint support.

I :={1,3}, I, := {2}

— We can apply the rank-r quantization algorithm to each rank-I matrix.

If L > 2, we can write Ky --- K, = (K1 K2)(K3K4)--- (Kr-1Kp) and
apply the same reasoning as L = 2.
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Experimental results

Metric definition:

p=||K - Kp— K- Kp||/|K1-- Ky

Accuracy Gain := 100 - <1 _F )
Prtn

Experimental setup:
We generate 100 random butterfly matrices of size n = 1024 and try to
quantize the factors appearing when taking the real part.
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Experimental results
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Experimental results
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— Reduction of 20% of bits compared to RTN.
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On the DCT
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Conclusion

Wrap-up:
@ Accurate algorithms to quantize a product of matrices of any rank

e Compared to RTN, the number of bits is reduced by 20% for a given
precision on butterfly matrices

@ Accurate compression/quantization algorithm on images

What's next?

@ Extend this work to quantize ReLU networks
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Thanks for your attention
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Expressions for the rescaling-invariant part

Expression of f:

f:AeR— max |zy' —iround(u(i)y)"|
z€round(Ax)

where 11(3) := {22 if & £ 0 and 0 otherwise.

[EIR

Expression of A: X
A:=YTY
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On images (Compression setup)
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We apply the same pre-processing process as Ashtari et al. [2026]
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On images (Experimental results)

Metric definition:
We use the Peak Signal-to-Noise Ratio (PSNR) to measure the quality of

the reconstructed image.

Experimental setup:
We use four different satasets: Kodak, Clic validation, KTH-TIPS and

tecnick. We quantize each factor in float8_e4m3

eI



On images (Experimental results)
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Our method outperforms QMF on every dataset.

eI



On images (Experimental results)
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However, our method has a higher entropy than QMF.
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On images (Experimental results)

PSNR: 25.99 dB, Entropy: 2.35 PSNR: 26.71 dB, Entropy: 4.15
QMF H2

Ground Truth

The background reconstructed by QMF contains visible artifacts.
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